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Abstract:  

Certification has gone from an added feature to a requirement in organizational 

environments. Organizations must follow strict rules to gain certification in 

different areas. The oil industry is no exception, and there are a number of 

different possible certifications that can be obtained. Safety regulations, in 

particular, require investigation of events and the generation of records that 

document the entire investigative process. Certification is a way to verify that 

procedures are followed and appropriately registered. Certification activities 

generate a “paper trail”, which can later be used to track events in case of an 

abnormal occurrence. In many organizations, documentation generated by 

certification procedures is an untapped source of historical knowledge. We argue 

that this knowledge could (and should) be used to the organization’s advantage. In 

this paper, we present the case of a major Brazilian organization, which has 

recently adopted a system to analyze these historical documents. Their objective 

is the generation of new knowledge through these analyses. Over a period of two 

years, we developed a system to analyze certification-oriented data, which is now 

being used by upper management to learn about the way the organization works 

and take action to make it work better. We present the project, in all its phases, 

and argue that certification and organizational learning should go hand in hand. 

1 Introduction 

Certification is a process through which an accredited third party inspects a company’s process to 

verify whether it complies with a given set of standards. This standard is usually specified by a set 

of experts, and involves the definition of a process that must be followed. Having a certification 

means that the process followed is not only well defined, but also documented throughout. For an 

organization, being certified is important because it means that the processes not only follow a 

recommended standard, but also that they have undergone an audit that verifies this compliance. 

This makes the organization more trustworthy in the eyes of others, and may account for added 

business. Additionally, certification is considered a seal of quality, a formal verification that an 

organizational process follows industry standardized recommendations and rules. In the current, 

competitive, environment, this has become an important asset that increases competitiveness. 

With the rise of the information society and associated shift in rules, organizations have had to 

adapt, and their interest in corporate knowledge capitalization and management has grown stronger. 

Organizational adaptation happens through its individuals. To be able to adapt, individuals in the 

organization must have access to information, reflect and act based on it, changing organizational 

processes or protocols to make the company function better. Combined changes made by 
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organization members change the organization according to perceived needs, creating 

organizational learning. 

Certification provides a way for an organization to record and maintain processes that have been 

prescribed as the preferable way of doing things. On the other end of the spectrum, organizational 

learning is a process that allows a company to adapt itself, constantly evolving its processes in 

response to changes in the environment. These two processes are complementary, yet do not come 

together frequently. While one generates a large amount of data, the other analyzes data to generate 

new knowledge. An organization, while implementing a certification system, usually does not 

consider how the required data could be used. We posit that one such use would be for 

organizational learning. However, there seems to e a gap between these two disciplines, as data 

input for certification purposes is almost never in a format or structure that permits easy analysis. 

Data is frequently input as free text and saved as textual documents, which makes it hard to retrieve 

and analyze.  

In this paper, we present a case study of a major Brazilian organization (with international reach). 

The organization had implemented a certification system to generate accident reports, and later 

decided that it needed to analyze this data. Currently, this process is undertaken by a specialist hired 

specifically for that purpose, who manually analyzes the reports and consolidates numbers. This 

approach is sub-optimal, as an individual will take a large amount of time to go through all reports 

and might miss important correlations in the process. Thus, we engaged in a project that lasted over 

two years and is now coming to an end, to create systems that would allow users to analyze the data 

input through the certification system, and take these analyses to higher management so action 

could be taken. 

2 Context – Anomaly Reporting 

In the Brazilian oil industry, offshore production processes are the predominant activity, as most 

reservoirs lay in offshore areas. The oil production of the 39 offshore oilfields, most of which are 

located in the state of Rio de Janeiro, greatly outnumbers that of the rest of the country. These fields 

are explored by sixty-four oil platforms, operated by forty thousand workers. The large numbers of 

people involved and the risky nature of oil platform operation make this an activity of high 

economical, environmental and human risk. Oil industry safety and regulations require that a large 

amount of information be logged in such a way that, if necessary, it can be retrieved for analysis 

later on. Several unified measurements exist that determine production indexes, safety levels, 

pollution rates and the like. Organizations are measured against each other by these measurements, 

and results are widely publicized. 

One of the operational requirements is that all unexpected events be registered following a 

consistent method. This record must include not only information about the people involved and 

consequences to the processing unit, but also the actions taken to solved the problem and prevent 

recurrence. The current procedure is to create textual documents that contain this information to 

fulfill this requirement, called anomaly handling reports. These reports are generated every time an 

unexpected event happens (e.g., fire, equipment failure, injuries, non-observation of procedures). 

The reports are available electronically, but very little is done to consolidate the information in 

them. 

SIGA
1
 is a system that enables the registry of problems that happen during operation, such as non-

conformity, accidents, deviations, incidents or unexpected results. In manages the workflow 

                                                 

1
 http://www.soft.com.br/Portal/portalsoft.nsf/paginas/Soft&Menu_Principal&Produtos&Workgroup&SIGA  
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between the various participants in the process, from the analysis of its causes to the proposal of 

corrective actions, its implementation and verification. SIGA was developed by a third party 

consulting company as a base for the organizational quality assurance process. It is the system that 

records all steps taken from the initial verification of a problem to its correction. It provides ISO 

9000 and ISO 14001 certification for the production and exploration units in the whole country.  

It is a customization built on top of Lotus Domino, to automate the anomaly verification process to 

gain certification. As such, it records anomalous events, and information is provided by several 

different people in the process. It defines a workflow whereby an initial report is provided by one 

person, followed up by a second, then by a third, etc. Information is stored as text documents on 

Lotus Notes. 

The system fulfills its original purpose (keeping records of events) well. However, company 

objectives now demand that comprehensive and systematic analyses be undertaken with increasing 

frequency, so that strategic decisions can be made. This is the only way the organization will be 

able to grow. An analysis of this recorded data is very important to higher level management, as it 

enables the detection of recurring problems and leads to action to mitigate these. Currently, to 

perform statistical analysis, the company hires experts that carefully read and make sense of each 

report and try to consolidate the information within them. If the number of reports is small, a human 

expert can easily take care of the job. However, given that the amount of reports is already very 

large and growing steadily, an automatic approach seemed to be in order. In this context, we created 

the DMRisco system, which uses ontologies, sensemaking and data mining techniques to handle 

this problem. 

3 DMRisco: analysis of certification data 

The organization had implemented a system to gain certification, but the data input into the system 

served no further purpose. With the increase in competitiveness and importance of oil production to 

the Brazilian economy, upper management felt the need to become more responsive to external 

changes, and to be able to better analyze data and reflect on its processes, adjusting to improve the 

way it functions. Extracting data and statistics from the certification system was a complex mater, 

as all records were written and saved as plain text. Thus, we were called in to help create software 

to structure and analyze the data input as free text. 

After some attempts with data mining on unstructured text did not yield good results, we realized 

that the textual reports needed structure to yield better results. The information contained in the 

reports was not only unstructured, but didn’t follow any pattern. Each individual reporting an event 

chose what he or she felt was important and reported accordingly. Additionally, many reports were 

written in peculiar ways to influence the calculation of indicators by which they were measured (for 

instance, avoiding specific wording to lower accident rates.) This structure is defined by an 

ontology. 

DMRisco is a system to enable mining of textual data, backed by an ontology. It relies on a manual 

tagging process to create a mapping from the anomaly report to the ontology. All reports are stored 

as instantiations of the ontology, and data mining is performed on these instances. The ontology 

was collaboratively constructed by a group of experts who understood not only the domain but also 

what the expected outcome of the analysis should be. They underwent a negotiation process lasting 

over 3 months to build a consolidated ontology for data extraction. These experts were mid-level 

managers, who will be using the system and know what types of interpretations they want to get out 

of it.  
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To handle the textual data, we envisioned a process that takes the information from the occurrence 

reports written on the spot (frequently, at the platform itself); puts it through an interpretation step, 

whereby the textual data is structured according to a domain model, represented as an ontology; and 

finally takes this structured data and submits it to a data mining process. The steps are detailed in 

the following sections, and the process is illustrated in Figure 1. Note that the human component is 

pervasive in the process, as reports need to be written and interpreted by users to yield good results. 

 

Figure 1: Certification information interpretation and analysis process 

• Step 1: Anomaly Reporting – This step involves reporting the anomaly, as free text. It is 

entered in the corporate Lotus Notes base, via a series of forms, as defined in the SIGA 

system. This task is undertaken by the person in charge, at the location of occurrence 

(possibly a platform or refinery). The initial report is followed up by persons in charge of 

verifying the causes and actions to be taken. These people are specialists in their own 

domain, and may have different views of the information. 

• Step 2: Report Interpretation (Sensemaking) – To categorize the data input in a unified 

manner, it is necessary to have experts to read and interpret the reports written. Anomaly 

reports are imported into a database, and these specialists use the Tagger/DMWizard system 

to transform them into a structured dataset. This means reading each report, interpreting its 

meaning (including correcting for incorrect or dubious writing) and translating it into a 

language specified by the domain ontology. 

• Step 3: Data Mining / Analysis – In the third phase, structured data is available for analysis. 

This data is generated from the unstructured textual records, and should reflect the 

information contained therein. In this stage, users can create graphs and run data mining 

algorithms on the structured dataset. 

3.1 Ontology as a unified domain model 

Since the late 80’s, ontologies have been used in computer science. Gruber refers to ontology as a 

specification of a conceptualization [Gruber, 1993]. We adopt a more specific view, that of an 

ontology as a description of a domain negotiated by a community for specific purposes. Ontologies 

allow computational reuse and human shared understanding, two important aspects to our system. 

Therefore, using an ontology was an appropriate solution. 

Our ontological description of a domain includes a list of concepts and the relations between them. 

Each concept has a name, a list of pertinence rules and exceptions. A relation contains a name, the 

number of terms included in the relationship and the description of the behavior resulting from the 

application of the relation to the concepts. Each concept has a list of associated possible values 
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(instantiations). The ontology has a graphical representation as illustrated in Figure 2, a simplified 

view of the anomaly domain ontology.  

 

 

Figure 2: Oil platform anomaly sample ontology 

A description associated to this ontology might read: 

“An anomaly occurs at a place, in a specific moment, involving people, 

during an activity, which is part of a process. This anomaly may be an 

operational fault, a norm non-conformance, an accident, or any 

combination of the three. This anomaly implies impacts that might be 

human-related, economic, environmental, or any combination of these 

three.” 

The domain ontology includes rules and triggers that indicate how certain concepts behave given 

circumstances (eg, what constitutes high financial loss? or, what is considered an environmental 

cause for accidents?). The system is flexible enough that it allows engineers to configure individual 

settings (for instance, one value might be high for one business unit and low for another, depending 

on its total production). Although the ontology may get out of date due to changes in the world it 

represents, given a certain timeframe, it should satisfactorily represent a domain.  

3.2 Creating an ontology for sensemaking and data mining 

Preparation for the creation of the underlying ontology started with a study of the domain and an 

agreement with the principal stakeholder on the purpose of the ontology and who would be 

involved. These were invited to the meetings, which happened at our facility. 

The construction of the ontology took 13 full day meetings, spread over about 5 months. A total of 

10 people participated in the process, with 6 core participants and 4 occasional participants, who 

filled in for others or came only when requested. The meetings were conducted in a special meeting 

room, with the necessary information available, to generate discussion and ensure that corporate 

rules were taken into account. 

At each meeting, a large graph of the ontology was available for manipulation, providing an up-to-

date view of the ongoing work. Flipcharts for discussion and an interactive whiteboard where 

documents could be displayed were also available. All meetings were filmed for later review. The 

domain being described was that of oil platform accident reports, and the specialists were engineers 

who worked directly with this domain. 
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In the first meeting, a brief explanation of ontologies and their usage was given, as well as the 

objective of having one in the system. As soon as all were in agreement regarding meeting goals, 

discussion started. Participants created a domain model based on their personal experiences and the 

views they wanted of the process. This means they defined which ones were the important variables 

that should be taken into account for the analysis. They also defined the set of values they were 

interested in. After completion, the ontology was validated through usage on a pilot dataset and 

revised according to users’ comments. 

3.3 Re-interpreting information 

Sensemaking is a process of evolving an adequate representation of a subject, to help with a given 

task [Russell et al, 1993]. In this process, people try to find more and more effective 

representations, successively changing their representations until arriving at a suitable one. It is 

frequently a lone activity, where an individual interprets information and refines it to arrive at a 

final model. 

In interviews, it became clear that experts could identify hidden meanings and manipulation of 

written information. Given the liberal way in which individuals fill in the reports, it was necessary 

to go through a re-interpretation process. We thus designed a guided sensekmaking process through 

which a specialist user can go from a textual anomaly report to its structured representation in a 

database. 

The Tagger/DMWizard system was designed to guide the user through a set of 6 steps while 

providing information to the system. The user can see the report in one of the frames and answer the 

questions relating to the information read (eg: what was the accident date? or, what was the root 

cause?) The interpretation is guided by the ontology, as the goal is to map each concept to a value 

according to the text contained in the report. This means the specialist must read the full report to 

answer to all the questions. It is a daunting task, especially when considering that they will be 

processing reports since 2006. However, analysts have understood what it means and realized the 

potential of the system, agreeing to do it. 

Figure 3 shows a screenshot of the DM Wizard system. The left frame shows concepts in the 

ontology that have to be filled in by the analyst. The textual report is shown in the middle frame and 

the rightmost frame shows a list of reports available for analysis. The bottom left frame shows the 

steps a user goes through to interpret the text as they are completed. 
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Figure 3: DMWizard screenshot – data is blurred due to a confidentiality agreement 

3.4 Analysis and data mining 

After the initial sensemaking process has been undertaken and reports have been consistently 

reinterpreted, the data can be analyzed in DMRisco. Textual reports are transformed into a set of 

data items and attributes (rows and columns in a table view), where each report corresponds to a 

line in the dataset, and each ontological concept is an attribute. 

The software allows the user to perform statistical data analysis, constructing graphs, derived 

parameters and filters. Additionally, it has a data mining function, which searches the dataset for 

correlations in the data. A new data mining method was specifically designed to be used with the 

ontology. 

DMRisco has the following functionalities:  

• Filters: one of the data manipulation options is to filter the data in the dataset. This enables a 

user to effectively reduce the data set for processing and analysis. Filters allow the removal 

of data items (reports) and of attributes form the analysis, creating a working data subset. 

• Attributes: the system allows the creation of new attributes (columns in the dataset) based 

on primitive attributes (ontological concepts). Thus, it is possible, for instance, to define 

time periods (eg: morning, lunch time, afternoon, evening) and analyze the data using these 

new attributes. 
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• Graphs: Graph functionality is one of the users’ preferred functionalities. It enables the users 

to select attributes and create graph representations, crossing several attributes is desired. A 

sample graph is seen in Figure 4, which shows an anomaly (event type) per time period 

graph. 

 

 

Figure 4: Statistical analysis – event type per period  

(data is blurred and has been altered due to a confidentiality agreement) 

• Data Mining: in this step, two possible algorithms can be applied to the dataset, Apriori 

[Agrawal and Srikant1994] and KC [Garcia and Vivacqua, 2008], which was designed by us 

as an ontology based data mining method. These algorithms look for correlations in the data, 

in the form of if-then rules, given a number of reports to back up each rule. The algorithms 

search for frequent occurrences of attribute combinations, and suggest these to the user, who 

can then investigate whether something needs to be done to prevent this pattern from 

occurring again. Rules are displayed as instances of the ontology, to help users understand 

the mapped correlations between attributes. It should be noted that this process doesn’t yield 

precise results, instead it gives the user an indication of where to investigate the process or 

make changes. It enables a user to formulate hypotheses about the process and follow these 

up with actions. An image of the rules generated can be seen in Figure 5. 

• Post-processing: in this stage, rules and patterns can be filtered, to separate useful from 

useless ones, focusing the analysis and results. 

• Reports: the system allows the uses to build customized reports of the analysis, adding 

whatever information he or she deems valuable. 



Vivacqua & Garcia, ADDLabs, 2008  9 

 

Figure 5: DMRisco screenshot – left pane shows a list of the association rules mined 

from the dataset; upper right pane shows one rule, displayed as a tree over the 

ontology; lower left shows a list of reports that support it and the report text 

The analysis and data mining processes would not be possible without the previous re-interpretation 

and structuring of the data. Even though the transformation is a lengthy process, it is vital that the 

data be consistently structured before it can be analyzed. Initial analyses have shown promise, even 

though most only came up with known events. It should be noted that the data was already there, 

but in an unstructured form. 

4 Concluding Remarks 

Certification generated textual documents are frequently unstructured and subject to the writer’s 

interpretation and interests. This creates a problem for later analysis. Certification usually requires 

extensive data recording and capture, so it creates a valuable repository for analysis. However, 

given its unstructured nature, this repository is effectively useless. We underwent a lengthy and 

complex process to be able to analyze this information. 

Initial usage of the system presented some resistance by the users, who didn’t wish to perform the 

tagging process, which is time consuming and demands attention. However, the analysis n 

DMRisco were considered useful, and users liked experimenting with the graphs. Data mining 

seems a bit complex for them, and we expect some training will be necessary before it can be 

completely absorbed by the users. We also saw some resistance to change, especially since it 

seemed to them that they were doing the same work more than once: they frequently asked why this 

couldn’t be done when they were analyzing the report via the SIGA system. Ontology usage was 
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not as simple as we had expected, and some concepts and values were confusing to the users. These 

were resubmitted to the ontology construction group, who will decide what changes should be 

made.  

The simple introduction of the system has led to an effort to remodel the SIGA system and of the 

anomaly reporting process, which is now perceived as inefficient (in several occasions, users found 

that information was missing from the reports). This was an unexpected side effect: the system 

caused the organization to reflect on its own processes and alter them to better fit their needs. This 

is a prime example of organizational learning, as the organizational is changed by its individuals’ 

perceptions of what is truly necessary. 

There is high expectation by upper management with regards to DMRisco, as they expect to now be 

able to analyze accident report data and find new correlations. Users have perceived opportunities 

for knowledge discovery and are eager to test the system with real, large, amounts of data. 

An important lesson was learned in all this process: when designing certification support systems, 

one should take into account organizational needs, and design not only systems to support 

certification but also comprehensive data analysis. Certification generates large amounts of 

information, which should be readily available for analysis. We believe that certification and 

organizational learning go hand in hand, as the data generated through certification can be a source 

of organizational learning. 
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